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1 Introduction

Systems Engineering requires the identification and evaluation of candidate solutions against functions, requirements,
interfaces, and architectural constraints. In organizations with large existing component populations, this process depends
on engineers being able to locate previously developed technical solutions that may be reused or adapted for a new system
context (ISO/IEC/IEEE, 2023). Knowledge about existing components is often distributed across heterogeneous
information sources and organized through manual classification systems. Such static classifications apply predefined
categories and differentiation criteria. As component populations evolve, they may become incomplete or inconsistent and
provide limited transparency regarding variants, overlaps, and reusable solutions. Data-driven structuring methods
therefore offer potential for improving portfolio transparency, variant management, and reuse-oriented navigation.
(Mehlstaubl et al., 2021, 2023; Krause and Gebhardt, 2023)

A central challenge is that the metadata characteristics relevant to structuring a heterogeneous component population
depend on the considered technical context. Features that distinguish broad component subsets may be constant and
therefore non-differentiating within a specific component subset. Conversely, characteristics with limited relevance across
the complete subset may become decisive within one local component subset. Previous research on locally adaptive and
feature-weighted clustering has similarly shown that different data regions can require different feature representations
(Domeniconi et al., 2007). The recursive use of locally reconstructed metadata representations for creating traceable
engineering solution-space structures remains insufficiently explored. This paper presents ClusterFocus, an integrated
global-to-local recursive clustering method for engineering components. ClusterFocus operates on a component-metadata
Domain Mapping Matrix (DMM). A global coarse clustering first establishes broad technical domains. Within every
resulting parent component subset, metadata is tokenized, a cluster-specific Term Frequency-Inverse Document Frequency
(TF-IDF) representation is fitted, and X-Means evaluates progressively finer subdivisions (Pelleg and Moore, 2000; Salton
and Buckley, 1988). A metadata-differential analysis subsequently evaluates the resulting cluster-in-cluster structure in a
metadata-similarity representation separate from the clustering representation. The resulting cluster-in-cluster structure
constitutes a candidate solution-space structure for supporting later reuse-oriented Systems Engineering analysis.

The research question is: How can locally reconstructed metadata reprenstations and recursive clustering generate
interpretable cluster-in-cluster structures for reuse-oriented navigation of existing engineering components?

2 Method for Component Metadata Representation and Recursive Clustering

ClusterFocus processes engineering components described by JSON based metadata. Each component contains a variable
set of metadata keys and corresponding values. The metadata are transformed into a component-metadata DMM B, in
which rows represent component instances and columns represent metadata tokens. The matrix B therefore relates the
component domain to the metadata domain (Danilovic and Browning, 2007). The represented component-metadata matrix
B represents an explicit cross-domain relation whose semantics are descriptive rather than functional. For a parent group
p, let A,, denote the associated current component subset and B,, the corresponding local token DMM. For each available
metadata entry, ClusterFocus generates a key token, such as k = material, and a key value token, such as kv = material:steel
as tokens t,, ;. Missing values are omitted and numerical values are discretized into quartile intervals before tokenization.

At the first cluster level, quartile boundaries are calculated using the complete component population. At subsequent
cluster levels, they are recalculated using only the components contained in the respective parent group p. Numerical
differences are therefore represented relative to the local technical context. TF-IDF is a statistical feature-weighting
method that combines the occurrence frequency of a token within an individual component representation with its
distinctiveness across the considered component population (Salton and Buckley, 1988). TF-IDF transforms B, into the
locally fitted TF-1DF representation X;, as defined in (1).

X, = TF — IDF, (B,) M
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The subscript A, in (1) indicates that the TF-IDF model is fitted exclusively on the components contained in parent subset
A,. Since both numerical discretization and TF-IDF fitting are performed locally, the resulting representation is specific
to the respective parent group p. Each row x,; of X, represents one component c; € 4, in the locally fitted TF-IDF
representation. A non-zero entry indicates that the corresponding metadata token describes the component, while its
magnitude represents the token’s statistical weight within the current component subset A,,. Since the TF-IDF vectorizer
is fitted separately for every processed parent subset 4,,, vocabulary and feature weights can change between cluster levels
and branches. A characteristic that is common across the complete dataset may become relevant within one local
component subset, while a characteristic defining a broad subset may lose relevance within that subset (Salton and
Buckley, 1988). This reconstruction is the central mechanism of local TF-1DF representation relevance in ClusterFocus as
illustrated in Figure 1.
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Figure 1. Transformation of JSON based metadata for the current parent subset into the component-metadata DMM and the locally
fitted TF-IDF representation

At the first cluster level, one global TF-IDF representation is fitted across all components. Ward agglomeration generates
an initial partition with a defined number of broad groups (Ward, 1963). The arithmetic mean vector of each Ward group
is then used to initialize K-Means, which refines the assignments in the same feature representation (Jin and Han, 2011).
This first cluster level provides broad technical entry domains for navigation. All subsequent cluster levels are generated
through recursive clustering. Each parent group p is treated as a new local analysis context. Numerical intervals are
recalculated, a local TF-IDF representation is fitted, and X-Means determines the further subdivision within configured
bounds using the Bayesian Information Criterion (BIC). X-Means extends K-Means by comparing a parent-cluster model
with proposed child-cluster models and retaining subdivisions that improve the model criterion (Pelleg and Moore, 2000).
Each resulting child cluster becomes the new parent subset for the next recursion step. Different cluster-in-cluster
structures can therefore be structured through different metadata characteristics, numerical intervals, and features. The
resulting structure is not based on one globally fixed set of differentiation criteria. Rather it is recursively fitted to the
current parent subset A4,, as illustrated in Figure 2.
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Figure 2. Recursive clustering in ClusterFocus with locally fitted TF-IDF representation and X-Means within current parent subset 4,
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A subset A,, is processed only when it contains at least three components and a nonempty local TF-IDF representation can
be created. A metadata characteristic that occurs throughout the complete dataset may receive limited relevance at the first
cluster level. Within a different domain, the same characteristic may become differentiating. Conversely, a characteristic
that defines a broad component cluster may occur in every component of that cluster and therefore lose its differentiation
effect at the next cluster level. X-Means evaluates whether candidate clustering provides a BIC improvement over the
current parent group p. If no suitable subdivision is identified, the current cluster is retained as a terminal cluster. Minimum
cluster size and maximum hierarchy depth provide additional termination safeguards. The combination of cluster-specific
metadata tokenization, local TF-IDF fitting, and recursive X-Means clustering therefore adapts both the representation
and the clustering of the component domain to the respective cluster branch. As clusters become more homogeneous, the
local representation contains less differentiating information, causing the recursive process to approach a natural stopping
point. Cluster labels are generated by a Large Language Model after clustering and do not influence the resulting structure
(Preiss et al., 2024). Metadata-differential analysis is used to identify the branch-specific metadata relations that evaluate
the cluster-in-cluster structure. The complete cluster-in-cluster structure is exported as JSON and xml-format and can be
explored through an interactive web-based tree explorer.

3 Evaluation and Results

ClusterFocus was evaluated in an exploratory evaluation using a synthetic dataset containing 1,500 engineering
components described by 114 metadata keys and associated values. The component population covers twenty broad
technical domains, including electrical switching equipment, transformers, compensators, cables, pumps, frames, valves,
sensors, drives, flanges, and fastening components. No manually validated reference classification was available. The
evaluation therefore examines structural coherence and interpretability rather than classification accuracy. Research on
recursive cluster trees has emphasized that the complete multilevel structure should be treated as an evaluation object
instead of evaluating only one flat partition (Dasgupta, 2016; Wang and Wang, 2020).

The evaluation uses a metadata-similarity representation that is separate from the local TF-IDF representation used for
clustering. Components are considered similar when they share identical values for the same metadata keys. Four local
diagnostics are calculated from pairwise metadata similarities between components in the cluster-in-cluster structure. The
underlying similarity measure combines normalized entropy-based key weights with normalized value-specific Inverse
Document Frequency (IDF) weights, resulting in pairwise similarity values bounded between 0 and 1. Intra Similarity
measures the mean pairwise similarity among components within one cluster. Inter Similarity measures similarity between
a cluster and its sibling clusters. Ancestor Consistency evaluates the similarity of a detailed cluster to its preceding cluster
levels. Successor Coherence measures the internal similarity of a cluster to its direct child clusters. The first cluster level
contained twenty broad clusters. Recursive clustering produced forty clusters at the second cluster level, eighty at the third,
and 165 at the fourth. Subsequent recursive clustering produced terminal clusters between cluster levels four and twelve,
with most terminal clusters located between levels six and eight. Local diagnostics were available for 294 clusters.

Absolute evaluation values across all four local diagnostics remained low because similarity requires matching metadata
values within a heterogeneous and sparsely populated metadata space. Mean Intra Similarity was 0.015, compared with a
mean Inter Similarity of 0.012. Thus, within-cluster similarity was on average 25% higher than similarity to sibling
clusters, indicating a positive but moderate separation tendency. Among the 274 clusters, for which both diagnostics were
defined, 76.64% satisfied that its clusters were more coherent internally than they were similar to their sibling clusters.
Mean Ancestor Consistency was 0.051 and mean Successor Coherence was 0.016. Since the local diagnostics quantify
different relations, their absolute magnitudes should not be compared directly. Several metadata-rich domains exhibited
internally coherent clusters with plausible technical differentiation criteria. Compensator components were differentiated
through axial movement, lateral movement, nominal diameter, nominal pressure, and design pressure. Frame and support
structure clusters were differentiated through geometric dimensions, mounting distances, seismic standards, and rated
voltage. The fastening component area demonstrates the effect of local metadata relevance. Broad cluster levels were
characterized by manufacturing process, material group, surface treatment, length, and outer diameter. Within the bearing-
bolt population, length became more differentiating, while subsequent cluster levels increasingly reflected specific
diameter intervals and material characteristics. This demonstrates that the cluster-in-cluster structure is not generated from
one globally fixed set of differentiation criteria. An unexpected but technically plausible cluster-in-cluster structure
contained EWID switching devices. These components were separated from general circuit breakers and disconnectors
through specialized stack resistance and short circuit current metadata. This indicates that technical metadata can reveal
clusters that are not apparent from general component names. The evaluation also reveals a few limitations. Some
component clusters were internally coherent but remained similar to their siblings. Deep cluster levels within the fastening
component branch became difficult to interpret. In some branches very small terminal clusters were found, while no
minimum improvement in sibling separation was required for split acceptance. This indicates a tendency towards over-
segmentation in parts within the cluster-in-cluster structure.
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4 Conclusion and Outlook

ClusterFocus is an integrated global-to-local clustering method for heterogeneous engineering component populations. Its
methodological core comprises the explicit tokenization of metadata keys and key-value relations, their representation in
araw component-metadata DMM, cluster-specific rediscretization of numerical values, repeated fitting of locally weighted
DMMs using TF-IDF, and recursive subdivision of the component domain through X-Means. The method therefore adapts
both the metadata representation and the decomposition criteria to the technical context of each cluster branch. The
exploratory evaluation indicates that ClusterFocus can produce technically interpretable component clusters, particularly
in metadata-rich domains. At the same time, moderate sibling separation shows that additional split acceptance criteria are
required. Future development will therefore consider minimum child size, improvement in sibling separation, and technical
interpretability before accepting a subdivision. From a Systems Engineering perspective, this work explores the recursive
use of locally reconstructed metadata representations to create traceable engineering solution-space structures for reuse.
The resulting structures support the identification of candidate solutions that can subsequently be assessed against
functions, requirements, interfaces, and architectural constraints.

Future work will extend the component-metadata DMM with learned geometric representations derived from 3D-
Computer Aided Design (CAD) models. Geometry may provide additional differentiation when textual metadata becomes
insufficient or may reveal similarities that are not represented in existing specifications. Metadata-based and geometry-
based structures could either be generated in parallel or integrated into a multi-domain representation linking components,
metadata characteristics, and geometric descriptors. The long-term objective is a multimodal recursive clustering method
that locally selects which information source, or which combination of sources is most suitable for generating the next
cluster level.
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