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Abstract: Increasing product complexity challenges the effective use of Failure Mode and Effects Analysis (FMEA),
which is still often conducted in a document-centric and weakly connected manner. This paper proposes a dependency
modelling framework for integrating SysML models and failure logs into a unified Knowledge Graph (KG). The SysML
model is structured according to requirements, functional, logical, and physical layers, while failure-log information is
organized using FMEA-related ontology concepts. The method analyses selected SysML and FMEA relations, their
semantics, and their binary relation properties in order to establish a formal basis for subsequent rule-based reasoning.
The resulting framework provides a semantically structured foundation for linking SysML model dependencies with
safety-relevant knowledge and supports future knowledge derivation for FMEA within an MBSE compatible
environment.
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1 Introduction

Modern technical products are increasingly characterized by a high degree of functional dependency and multidomain
interactions. In such products, early safety analysis becomes more difficult, because potential failure scenarios are no
longer confined to isolated component faults but may emerge through interactions, dependencies, and propagation across
the system. Shefa & Topcu (2025) argue that conventional early-stage safety analysis methods are under increasing
pressure from product complexity, and that their application is still too often separated from the main product development
environment. Safety methods are frequently performed in separate tools and depend on manual extraction of information
from system models and other documents, which increases the risk of outdated data in analyses, inconsistencies, and
rework during future design iterations. Among these methods, Failure Mode and Effects Analysis (FMEA) remains one
of the most established approaches for identifying possible failure modes, their causes and effects. However, the limitations
of traditional FMEA are now widely acknowledged (Younus et al., 2026). Conventional FMEA is often manual,
document-centric, and expert-dependent - particularly due to the need for empirical knowledge. The reliability on tables
or spreadsheets limits the ability to share, adapt and update the information, especially in products with higher number of
iteration cycles. In this form, FMEA is often disconnected from digital system models and tends to function more as a
compliance-oriented document rather than a living engineering artefact. This limitation becomes particularly critical in
fast development cycles and highly configurable products, where new product variants must repeatedly undergo safety
and reliability assessment while reusing relevant knowledge from previous analyses. Younus et al. (2026) also state that
traditional FMEA is becoming inadequate for modern Systems Engineering and that more data-driven, semantically
enriched, and model-integrated approaches are needed. One of the reasons for this inadequacy lies in how safety
knowledge is represented. Earlier ontology-based FMEA research (Ebrahimipour et al., 2010) already pointed out that
information in risk assessment tools is commonly stored as textual natural-language descriptions, which limits computer-
based extraction and reuse in other designs. A similar critique is made by Rehman & Kifor (2016) who argue that
organizations invest substantial effort in FMEA, yet the resulting knowledge is often not reusable because it remains
natural-language based and semantically unstructured. They further note that such knowledge easily becomes redundant,
incomplete, and imprecise. In summary, the literature indicates that the main challenge of FMEA knowledge has shifted
from its initial creation toward its effective structuring, reuse, and sharing.

Ontology-based approaches were introduced as one response to this challenge. Early research by Ebrahimipour et al.
(2010) proposes an FMEA ontology to overcome the limitations of text-based descriptions by providing a standardized
set of concepts and terms, supported by an upper ontology based on 1SO 15926. More recently, Younus et al. (2026)
describe ontologies as a formal way to represent behaviours, structures, and failure relations in engineering systems, so
that the knowledge can be processed by computers while still remaining understandable and verifiable for engineers. In
that view, ontologies contribute semantic structure, traceability, interoperability, and explainability, while complementary
Al-based approaches offer automation and analytical support (Bahr et al., 2025). At the same time, the same literature
emphasizes that Al alone is insufficient for reliable safety analysis support, because it remains constrained by training data
quality, ambiguity, and limited explainability. This concern is shared by Wu et al. (2025) in recent work on LLM-supported
risk identification, where knowledge-graph-based augmentation is motivated explicitly as a way of reducing hallucinations
in model outputs. One approach that aims to address the disconnectedness between product or system models and safety-
related information identified in the FMEA literature is Model-Based Systems Engineering (MBSE). Through its emphasis
on traceability, consistency, and integration within a shared model environment, MBSE provides a suitable development
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approach for linking safety analyses such as FMEA with system models. Shefa & Topcu (2025) observe that existing
safety methods are integrated with MBSE mainly through model-to-model transformation, external customized
algorithms, built-in safety packages, or manual encoding of safety logic in SysML diagrams. Despite this progress, the
overall landscape is still characterized by substantial human effort, uneven method coverage, and a lack of coherent
integration strategies across safety methods (Lipsini¢, Pavkovi¢ et al., 2025). Within the three pillars of MBSE, namely
approach, tool, and language, Lipsini¢, Pavkovi¢ et al. (2025) identify SysML as the most commonly used modelling
language in the reviewed academic literature. However, standard SysML and MBSE tool usage normally does not in itself
resolve the problem of flexible querying across relations distributed over different model views with the purpose of reusing
knowledge. Schummer & Hyba (2022) show that representing SysML models as graphs enables direct querying of
relations and dynamic, situation-specific analyses that are cumbersome and inefficient in conventional MBSE tools. This
is particularly relevant for safety analysis, where useful reasoning often depends on traversing dependencies across
multiple system elements and model views rather than reading isolated diagrams. Suitable graph-based approaches can be
found in the field of Knowledge Graph (KG) engineering, where KGs enable the harmonization of heterogeneous
engineering artefacts like system models, and safety-related information into a unified semantic representation. The use
and potential benefits of KGs has already been investigated in the context of model based safety assessments (Lip§inic¢,
Faheem et al., 2025). Against this background, this paper addresses the need for a more coherent integration of failure
knowledge and system models in support of FMEA. The proposed direction is an ontology- and knowledge-graph-based
framework that combines ontologically structured failure logs with SysML models. In the present study, the term SysML
model refers to the SysML modelling elements and the relations between them that constitute the product description. The
model is organized along requirements, functional layer, logical layer, and physical layer, also referred to as RFLP (Kleiner
& Kramer, 2013). This enables safety-relevant knowledge to be connected to explicit dependencies in the system model,
rather than remaining isolated in tabular failure records. The aim is not only to improve the representation and retrieval of
safety-relevant knowledge, but also to provide a foundation for subsequent reasoning and knowledge derivation in safety
analysis within an MBSE-compatible environment. The previously outlined need is specified more precisely through the
following research question and subquestions:

What is required, in terms of framework elements and procedures to integrate SysML models with safety-relevant
knowledge into a KG, including:

Which relations and dependencies should be modelled in the SysML model?
What type and format of safety-relevant knowledge records are suitable for the integration?
Which relations should be used or created to link the system models with safety-relevant knowledge records?

What prerequisites are required to enable rule-based KG reasoning that yields useful inferred knowledge for
FMEA?

The remainder of the paper is structured as follows. Section 2 reviews related work on FMEA ontologies, knowledge-
graph engineering approaches, and prior attempts to integrate system models with safety knowledge. Section 3 presents
the proposed method for constructing a KG that integrates ontologically structured failure logs with SysML models.
Section 4 details the implementation of the method on an industrial case study. Section 5 discusses the implications of the
approach with respect to the identified gaps and research questions. Section 6 concludes the paper by outlining the main
limitations, contributions, and next steps.

2 Related work

Recent literature has examined the relationship between safety-related knowledge and system models from several
complementary perspectives. Wu et al. (2025) introduce a domino-effect-based method for constructing KGs that represent
risk events, contributing factors, and mitigation strategies. In the presented approach, the KG serves as an external
knowledge base for Large Language Models (LLM), while carefully designed prompts are used to improve retrieval and
reasoning. The study demonstrates how graph-based representations can support safety-related analysis by structuring
connected knowledge in a form that is both queryable and reusable. The integration of safety analysis with formal system
descriptions is addressed by Shefa & Topcu (2025). The authors investigated how methods like FMEA, Functional Hazard
Analysis (FHA), and Functional Failure Identification and Propagation (FFIP) are currently integrated into MBSE. The
results show that such integration is mainly achieved through model transformation, external algorithmic extraction of
safety data, built-in safety packages, or manual encoding of safety logic in SysML diagrams. This fact indicates that the
connection between safety methods and model-based product descriptions is increasingly recognized but still remains
fragmented in terms of implementation. A related perspective is provided by the work of She et al. (2026), in which a
component specific ontology was built that captures both product structure and function. While their study highlights the
relevance of combining semantic modelling with formal system models, the work does not provide a detailed formal
method for constructing the stated system model. Established MBSE approaches used for the creation of such formal
descriptions proved to be suitable in such cases. For example, Chemo et al. (2026) used formal models created with MBSE
approaches for the derivation of early-stage safety requirements through the integration of generative Al. In the study, the
importance of a systematic querying and retrieval procedure has been highlighted. The purpose of the presented approach
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also includes the classification of requirements, identification of conflicts, similarities and gaps. A particularly close
connection to the present study can be found in the work of Younus et al. (2024, 2026). The study in Younus et al. (2024)
defines an Function Behaviour Structure (FBS) ontology for FMEA within a Systems Engineering context. Building on
the developed ontology, Younus et al. (2026) use function modelling and MBSE as the conceptual basis for structuring
and tracing the relations between system intent, behaviour, structure, and failure knowledge. In their view, ontologies
provide the semantic layer that supports machine reasoning while remaining interpretable to humans. The study further
highlights the FBS perspective as particularly useful for connecting design intent, behaviour, and failure reasoning, while
framing ontologies, Al, and MBSE as complementary contributions to a broader reliability analysis context. Related ideas
can also be found in adjacent domains and alternative approaches to knowledge reuse. Dibowski et al. (2017) combine
Building Information Modeling (BIM) models with rules to infer fault propagation, showing how formal system
representations can be linked with rule-based inference for reliability analysis. Arifin et al. (2023) similarly combine
historical reliability knowledge with system architecture but do so through a case-based approach rather than a KG,
meaning that retrieval is based on similarity to previous cases. They also discuss the respective strengths and weaknesses
of FMEA and Fault Tree Analysis (FTA). Taken together, these studies indicate a growing interest in combining structured
knowledge representations, formal system models, and safety and reliability analysis. However, a coherent method for
constructing a KG that integrates ontologically structured failure logs with SysML models remains insufficiently specified.
The next section therefore presents the method for constructing such a KG based on failure logs and SysML models. In
the following method, the different types of dependencies, including the system representation, the failure logs and their
coupling, will be analysed in more detail.

3 Framework structure and method

The framework presented in this contribution is intended to address this need by providing a structured basis for the
integration and inference of safety-relevant knowledge. It is grounded in two foundational elements: safety-relevant
knowledge and the SysML model. The dependencies and relations from these two sources are integrated into a unified
knowledge representation, the KG, which provides the basis for the subsequent definition of inference rules. Figure 1
provides an overview of the main framework elements.

Input sources Integration & reasoning

1. SysML model

Output & validation

A

6. Enhanced
FMEA

2. Safety-relevant
knowledge

3.1. Relation 3.2. Relation

semantics analysis | property analysis 5. Inference rules 7. Evaluation

Figure 1. Overview of the framework elements

Alongside the two foundational elements (block 1. and 2. in Figure 1), the analysis of the relations they contain is equally
important. These analyses are represented by blocks 3.1. and 3.2. in Figure 1. The next subsection details the analysis of
the input sources with regard to relation semantics, while the subsequent subsections discuss the other framework elements
contained within the scope of this study.

3.1 Relation semantics analysis of the foundational framework elements

The first foundational framework element is the SysML model. In the proposed framework, this model constitutes the
formal representation of the product and provides the structural basis for organizing product-related knowledge in a way
that is suitable for integration and reasoning. In the present study, the system model is structured into RFLP layers, as
visualized in Figure 2. This organization provides a sufficiently detailed yet manageable representation of the product and
enables the identification of the most common dependencies relevant to the intended integration. These dependencies are
further organized into intra- and inter-layer relations. Accordingly, the analysis tied to this framework element focuses on
the relations represented in the SysML model and their semantics in the context of the chosen modelling approach. The
modelling elements associated with these relations are defined in the SysML specification (Object Management Group,
2024).
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Figure 2. System model structure (RFLP) with indicated inter and intra-layer relations

The intra-layer relations capture the internal structure of each modelling layer. As summarized in Table 1, these include
requirement containment and requirement derivation in the requirements layer, control flow, object flow, state transition,
and state containment in the functional layer, and generalization, composition, association, and connector relations in the
logical and physical layers. Together, these relations describe how elements are structured and constrained within
individual layers of the SysML model.

Table 1. Most common RFLP intra-layer SysML relations

SysML A : 2 3 .
Model layer diz;gram Enumeration SysML relation Approach specific relation semantic
[req] Al Containment A parent requirement contains/decomposes into nested subrequirements. The
Requirements q parent is satisfied only when its subrequirements are satisfied.
layer [req] A2 wdeEvER b A lower-level or more specific requirement is derived from a higher-level
4 q requirement, business need, or source requirement.
[act] A3 Control flow Describes the execution/precedence order of actions or functions.
[act] Al Obicct flow Describes the flow of data, signals, or objects/items between actions in an
Functional layer - ! activity model. _ _
[stm] AS State transition Represents an event/condition-driven change from a source state to a target state
in a behaviour/state model.
[stm] A6 State containment | Represents hierarchical state decomposition.
Functional, logical [bdd] A7 Specialization/ A specialization hierarchy: the specific element is a more specialized kind of the
and physical layer Generalization general element and inherits its features/constraints.
[bdd] A8 Composition Meronomic relation, describes the whole-part relation.
Logical and [bdd] A9 Association A general bidirectional semantic relationship between typed instances. Semantic
physical layer meaning is enhanced with named associations and defined roles.
[ibd] A10 Connector An interaction path between parts or ports.

Inter-layer relations capture the principal links between the layers and are therefore particularly relevant for tracing
dependencies across the different abstraction layers and views in the system model. As shown in Table 2, these include
«satisfy», «verify», «refine», «trace», «allocate», and realization. It should be noted that some of these relations are not
exclusively inter-layer relations and may also be used within a single layer, for example when «refine» is applied between
requirements in the requirements layer. In practical modelling, such inter-layer dependencies are often represented and
manipulated through dependency matrices, which also provide a suitable view for the subsequent transformation of model
relations into knowledge statements as described in literature (Lip§ini¢, Faheem et al., 2025).

Table 2. Most common RFLP inter-layer SysML relations

Linked model layers Enumeration Relation Approach specific relation semantic |
Requirements — Functional . - .
a . B1 «satisfy» A model element fulfills a requirement.
Logical / Physical layer -
Requirements — Functional / . . _—
T . B2 wverify» A test case or other model element can determine whether the requirement 1s fulfilled
Logical / Physical layer !
Requirements — Functional - . . .
€ . B3 «refine» A model element gives a more detailed interpretation/elaboration of a textual requirement
Logical / Physical layer =
Requirements — Functional / - ..
a . ‘ B4 «trace» A general-purpose traceability link showing origin, correspondence, or relatedness.
Logical / Physical layer i
Functional layer - Logical BS allocate An abstract mapping across element types or hierarchies. Indicates participation ., or
- > « C: » - - B
layer ‘c assignment of, a structural element to a behaviour element.
. . - The client elements are the implementation / refined concrete form of the supplier
Logical layer — Physical layer B6 Realization . . : P ‘ P
< - - ’ specification

In this study, the semantics of these relations are not interpreted solely at the level of the SysML notation, but in relation
to the selected RFLP-structured SysML model. This is particularly important for relations whose meaning depends on
modelling utilization. For example, the relation «allocate», as a type of UML abstraction, generally links model elements
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across different views and abstraction levels. In the stated approach, however, it is interpreted more specifically as
indicating participation of a structural element in the linked behavioural element. Such approach-specific interpretation is
necessary because the determination of inference rules (Block 5. on Figure 1.) depends significantly on the relation
semantics.

The second analysed framework element is focused on the failure logs as the source of safety-relevant knowledge. In the
present study, the information captured in these logs is interpreted in accordance with standard FMEA concepts and
terminology, consistent with IEC 60812:2018. Existing FMEA ontologies, such as that proposed by Younus et al. (2026),
provide more detailed formalizations of the included concepts and relations; however, for the purposes of the proposed
framework, the failure log concepts are structured according to abstract (top ontology level) classes to emphasize the
dependency structure most relevant for integration with the SysML model. Figure 3 shows this subset of abstract classes
as a part of the applied ontology.

RECERD l SysML model !
Integration : . i
e . | Component <€ p— Function |
> Regular e sy
relations / ~
re=- Malfunction Risk metri
1 containment hasMatfunction Fail Fail Fail dependent sk metrc
- % allure allure allure ependen
>
. [ Cause Mode Effect ] describ
@ Specialization Control mﬁuence’ T T escroes
measure \_ BEUEES Y, calculates

Figure 3. Part of the applied ontology containing the abstract classes of the concepts in failure logs

At the level of abstraction used in Figure 3, four relation groups are particularly important. The first group comprises
causal relations, which capture the failure chain by linking one malfunction to another. The second group comprises
descriptive relations, which connect malfunctions with the metrics used for risk assessment. The third group comprises
influence relations, which connect control measures with the malfunctions they are intended to affect. The fourth group
comprises integration relations, which connect the failure log concepts to those elements that are also represented in the
SysML model, particularly components and functions. These integration relations are of special importance for the
proposed framework, because they provide the semantic bridge through which failure knowledge can be linked to the
system model and subsequently transferred into the KG. To preserve clarity, Figure 3 does not reproduce all concrete
relations separately, but classifies them according to their semantic role in the failure logs. This provides a simpler and
more readable visualization of the dependency structure while retaining the concepts needed for subsequent KG
integration. Based on this abstraction, Table 3 summarizes a selected subset of the FMEA-related relations used in the
present study.

Table 3. Analysed relations from the FMEA domain

Connected A s 5 5 ‘
Enumeration Relation Relation semantic
concepts
hasMalfunction connects a component to its malfunction(s). The malfunction is attributed to
Component ; ST that specific component as its failure-related deviation, fault state, or loss of intended
e €l hasMalfunction 4 3 S 2 : 3 .
Malfunction performance. The relation can be further decomposed into hasFailureMode, hasFailureCause
and hasFailureEffect.
& fe dependsOn connects a malfunction to the function it presupposes. A malfunction is defined
Malfunction y 5 Z PR 2 7 N
Pneton 2 dependsOn relative to an intended function, because it represents the lack, degradation, or deviation of that
intended function.
. ) hasCause connects one malfunction to another malfunction or lower-level causal malfunction
n—— C3 hasCause ; : . : :
Malfunction that gives rise to it through a causal relationship.
- hasEffect connects one malfunction to another malfunction that appears as its downstream
Malfunction Cc4 hasEffect consequence. The source malfunction propagates and produces a further malfunction at another
level or in another element.
g o hasDetectionControl connects a failure cause (malfunction) to the control measure intended to
Cc5 hasDetectionControl i < htn S5 % P
detect that malfunction. The control measure increases the likelihood of timely identification.
Malfunction hasPreventionControl connects a failure cause (malfunction) to the control measure intended to
Control C6 hasPreventionControl prevent the occurrence of the malfunction. The control measure acts proactively on the causal
measure chain before the malfunction is realised.
. i hasRecommendedAction connects a failure mode (malfunction) to the corrective or
(&y) hasRecommendedAction | . . Cr =
improvement action(s) proposed for risk reduction.
hasOccurrence connects a failure cause (malfunction) to its occurrence rating. The malfunction
(&) hasOccurrence : 5 . : G o , S i
is assigned a numerical estimate of how often or how likely it is expected to occur.
> g hasDetection connects a failure cause (malfunction) to its detection rating. The malfunction is
s (@) hasDetection S 2 : E S SNBSS
Malfunction assigned a numerical estimate of how likely existing controls are to detect the malfunction.
Risk metric clo fasSeveris hasSeverity connects a failure effect (malfunction) to its severity rating. The malfunction is
ASSCVC . . . ~ . . - . K
Y assigned a numerical estimate for the seriousness of the malfunction impact.
clu hasRPN hasRPN connects a failure mode (malfunction) to its derived Risk Priority Number (RPN). The
° i malfunction is assigned a priority score that is based on risk attributes.
Risksfisti Calculates connects the basic risk metrics: occurrence, detection, and severity, to the derived
sk metric — . - h ; 5 ; ;
Riskiietic Cl12 calculates risk metric such as RPN. The numerical attributes are mathematically combined to produce an
i overall prioritisation value.
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The listed relations are selected from existing FMEA ontologies (Younus et al., 2024; Rehman & Kifor, 2016;
Ebrahimipour et al., 2010), while the first column is introduced here to align the detailed relations with the ontology subset
shown in Figure 3. The listed relations are not intended to be exhaustive, but rather to capture the most relevant ones for
the present framework, including those needed to connect the failure logs with the SysML model. For clarity, inverse
relations are not included in the table.

3.2 Analysis of relation properties of the foundational framework elements

Following the semantic analysis of the foundational framework elements, the analysed relations are further examined in
terms of binary relation properties. The analysis aims to establish a necessary formal basis for inference rule definition, as
the next step in the framework utilization. To make the mapping between relation properties and individual relations
traceable, the relation codes used in this section follow the Enumeration columns in Tables 1-3: A1-A10 identify intra-
layer SysML relations, B1-B6 identify inter-layer SysML relations, and C1-C12 identify FMEA-domain relations. The
formal expressions in Table 4 follow established relation-theoretic definitions of binary relation properties (Partee et al.,
1993) and their representation as object-property characteristics in ontology languages (World Wide Web Consortium,
2012). Their applicability is determined here with respect to the semantics assigned to the relations in the RFLP-structured
SysML model and FMEA concepts. The resulting property assignments are summarised in Table 4 at the end of this page.
Within the SysML model, the applicability of binary relation properties depends primarily on whether a relation expresses
hierarchy, directional dependency, or a more context-dependent association. Hierarchical relations such as requirement
containment, state containment, generalization, and composition are particularly suitable for interpretation as irreflexive,
asymmetric, and antisymmetric, and may additionally be treated as transitive. Requirement containment illustrates this
interpretation clearly. A requirement should not contain itself and is therefore defined as irreflexive. If a higher-level
requirement contains a lower-level requirement, the inverse relation is not applicable, which supports asymmetry.
Likewise, if two requirements were to contain each other, they would collapse into the same hierarchical position, which
supports the antisymmetric property. Finally, if one requirement contains a second requirement and that second
requirement contains a third, the first requirement may also be understood as indirectly containing the third, which supports
transitivity. Similar reasoning applies to other relations that express hierarchy or nested decomposition within the system
model. By contrast, control flow and object flow are better interpreted as irreflexive and asymmetric, but not as directly
transitive relations, since two consecutive flows do not imply one explicit direct flow edge between the first and third
element. These relations may nevertheless provide the basis for the derivation of a separate precedence relation. For the
inter-layer relations, «satisfy», «verify», «allocate», and realization are treated primarily as directional dependencies and
are therefore interpreted as irreflexive and asymmetric. The relation «refine» may additionally be treated as transitive
when refinement is understood as progressive elaboration across abstraction levels. The relation «trace», however, is
treated more cautiously as a general traceability relation, for which irreflexivity is appropriate while further formal
properties depend on the intended trace semantics in the given modelling context. Generic associations and connectors are
not assigned fixed binary relation properties, since their formal interpretation depends on the specific role names and
domain meaning defined in the model. A comparable distinction applies to the relations defined in the failure logs. Causal
relations between malfunctions are interpreted primarily as directional and irreflexive, since a concrete malfunction
instance is not considered to cause itself. In this context, the ontology subset shown in Figure 3 requires particular attention.
At the top class level, the relation may appear reflexive, however, this does not imply reflexivity at the instance level.
Rather, the intended interpretation is that one malfunction instance may cause another distinct malfunction instance, which
supports irreflexivity and asymmetry. Whether such relations should also be treated as transitive remains an open question
and depends on the precise semantics of failure propagation represented by the relation. In the proposed framework, causal
relations between malfunctions may be considered potentially transitive; however, this requires further investigation of
different types of failure propagation and their semantic distinctions. Descriptive relations linking malfunctions with risk
metrics, as well as influence relations linking control measures with malfunctions, are likewise interpreted as directional
and irreflexive, because they connect conceptually distinct elements and express non-reciprocal dependencies. The same
applies to the integration relations that connect failure log concepts with functions and components represented in the
SysML model. In this sense, the assigned relation properties do not merely describe the analysed relations, but define
formal constraints for later rule-based reasoning by specifying which relational paths may be validly traversed, propagated,
or excluded in the integrated KG.

Table 4. Properties of binary relations

# Term Formal expression Interpretation App hc“b(l,;:l:lsefi]?;j)mlm"ms
1 | Reflexive Vx R(x.x) All self-pairs (x,x) must be in the relation. None
2 | Irreflexive Vx “R(x.x) No self-pairs (x,x) may occur. Al-4; A6-8; A10; B1-6; C1-12
3 | Symmetric VxVy (R(x.y) — R(y.x)) If x is related to y, then y is related to x. AlO
4 | Asymmetric VxVy (R(x,y) = ~R(y.x)) If x is related to y, then y is not related to x. Al-8; B1-3; BS5-6; C1-12
5 | Antisymmetric | VxVy ((R(x,y) A R(y,x)) = x=y) Distinct elements cannot be mutually related. Al-4; A6-8; B34
6 Transitive zx‘v’y\n ((R(x,y) AR(y,2)) = If x is related to y and y is related to z, then x is related to z. Al-2; A6-8;C3-4
(x.2))
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The assignment of binary relation properties in the proposed framework is a necessary semantic preparation step for
subsequent KG reasoning. The considered properties determine which relation patterns may be propagated, constrained,
or excluded once the knowledge from the SysML model and the failure logs is integrated into a unified KG.

3.3 Knowledge graph creation and the definition of inference rules

In the proposed framework, the previously analysed FMEA-specific and modelling-approach-specific semantics are
transferred into a formal graph representation. The ontological vocabulary used for this transformation is operationalised
through the selected modelling elements, concepts, and relations presented in Tables 1-3. The SysML-related vocabulary
is grounded in the SysML specification, whereas the failure-log vocabulary is grounded in IEC 60812 terminology and
the existing FMEA ontologies identified in Section 3.1. The failure-log knowledge is drawn primarily from records of
previous product generations or similar product configurations, while the SysML model represents the product under
current development. Both knowledge sources are therefore brought into a common semantic platform before being joined
in the KG. Tamasauskaité & Groth (2023) describe knowledge-graph development as a structured process consisting of
identifying data, constructing the ontology, extracting knowledge, processing knowledge, constructing the KG, and
maintaining it. The proposed framework follows this logic in its initial stages by determining the relevant information
sources, formalising their semantics, transforming their contents into Resource Description Framework (RDF) statements,
and importing them into a knowledge-graph repository. For the successful integration of the two sources, the form in
which failure logs are captured is of particular importance. At least one reference to a model element needs to be present
in each failure record, for example a function with which a malfunction is associated or a component that exhibited a fault.
Without such a reference, the failure-log information would remain isolated and could not be connected to the SysML
model in a meaningful way. Accordingly, the joining of the two sources is achieved through the previously stated
integration relations, which connect failure log entities with structural or behavioural elements of the system model. In
practical terms, the integration relations are established during RDF transformation by mapping the model element
references contained in each failure log, such as referenced components or functions, to the corresponding SysML nodes
in the KG and creating explicit RDF relations between them. The operational procedure for manipulating and exporting
SysML model views, transforming the resulting SysML and failure-log data into RDF statements, and importing these
statements into the KG repository is described in detail by Lipsini¢, Faheem et al. (2025). The present study applies this
procedure to integrate the RFLP-structured system model with the consolidated industrial failure-log dataset. The case-
specific data preparation and consolidation procedure is described further in Section 4. Figure 4 illustrates the result of
this step using a small subset of anonymized example nodes. On the left side, example system elements are represented
and organized according to the RFLP layers of the SysML model. On the right side, one example failure log record is
shown in its graph-based form. The connection between the two sides is established through an integration relation derived
from the model reference contained in the failure log. In this case, through the referenced physical component that
exhibited the malfunction.

REqUirsment?
Requirements Lager . e Oy
\ 4 Requirement 1
Requirement ¢ 3 Integration
d relations
Fur 2 8 Failure Effect
Functional Layer
n 3 Function Failure Mode 1
7.,' Logieal Subsyste 2
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Failure Log 1 Statement 1D
Physical Layer
SysML model Failure Logs

Figure 4. KG snapshot with visualized connection of an anonymized small subset of SysML model and a failure log

The assigned binary relation properties provide the first formal basis for the application of inference rules. Once the
knowledge sources have been transformed into RDF triples and integrated into the repository, additional domain- and
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product-specific rules can be introduced in order to derive new knowledge from the asserted relations. In this framework,
such rules are operationalised as SPARQL Protocol and RDF Query Language (SPARQL) rule constructs that are executed
over the RDF graph. In particular, such rules may be used to derive stronger integration relations by traversing the already
established relation paths, for example by linking failure effects to coupled or dependent functions that are not directly
referenced in the original failure log. The rules are foreseen as the following step that builds on the semantic groundwork
established in Sections 3.1 and 3.2. The scope of the present paper is limited to the creation of the integrated knowledge-
graph representation and to the preparatory formalization of relations and their properties. The detailed definition and
evaluation of inference rules therefore remain part of the broader framework perspective and future work. In the following
section the first methodological steps for the KG creation are applied on an industrial case study.

4 Case study

The case study was conducted in collaboration with the industry partner which develops and manufactures a wide
assortment of distribution and special power transformers. A key characteristic of such products is its high variability and
configurability. While the underlying functional principle and major parts of the logical architecture remain largely
consistent across product variants, the physical realization and the configuration of auxiliary equipment vary substantially
depending on customer-specific requirements. This kind of product provides a suitable case for investigating and
validating the proposed framework, since repeated safety and reliability assessments are required across configurations
that share common system logic but differ in their implementation details. Figure 5 summarizes the case study workflow.
Firstly, several heterogeneous failure log sources were collected and structured in a unified intermediate format. The
considered sources comprised internal non-conformities, customer complaints, and recorded deviations of supplier goods.
The data from these sources was organized according to a FMEA ontology, consolidated, and filtered for duplicates. The
resulting dataset, comprising of 676 individual logs stored in a spreadsheet format was then reviewed by the responsible
industry expert with regard to information completeness and clarity. The intermediate spreadsheet format was introduced
to support manual verification of the consolidated data and to enable the use of a single transformation procedure in the
subsequent KG construction step. It was not retained as the final format of knowledge source, because, as discussed in the
introduction, tabular representations are not well suited for reusable, queryable, and semantically integrated FMEA
knowledge in the context of modern, highly configurable products. In parallel to the preparation of the failure logs, the
product was represented through a SysML model structured according to the RFLP approach. For this case study, the
logical layer proved particularly useful, because many product variants share the same logical architecture even when their
physical implementation differs. A dedicated product-line modelling approach could provide a more explicit
representation of configurational variability; however, in the present case the logical layer captures an important part of
the shared product structure and thereby serves the intended purpose of the framework. Step 3 of Figure 5 represents the
process of importing SysML model data into the KG, as mentioned in Section 3.3.

Heterogeneous data Ontology Data structuring and
sources of failure logs verification

Power transformer model Knowledge graph

Figure 5. Case study workflow

Following the preparation of the two sources, the unified failure log data was transformed in Step 2 into RDF triples and
imported into the KG repository. The transformed SysML model views were likewise imported into the same repository,
so that both sources could be joined through the previously defined integration relations. The resulting KG comprised
5,028 statements representing the failure-log data, 1,544 statements representing the physical layer of the transformer
system model, and 46 statements originating from the ontology. As part of the preliminary considerations regarding the
definition of rules, an initial example of the definition and application of a SPARQL ruleset has been made. The first
logical step in this direction is the materialization of relations that are not explicitly recorded within the failure logs. The
initial ruleset used the FMEA relations (Table 3) to connect failure causes, failure modes, failure effects, affected
components and control measures. In addition to the direct relations, the corresponding inverse relations were also created.
This ruleset added 10,502 additional statements to the KG, consequently allowing the explicit representation of failure
chains recognized across the failure logs. This further enables the identification of recorded root causes and end effects as
one potential use case example when conducting FMEA. The next step in the case study is the derivation and application
of domain and product specific inference rules, which includes the assertion of the previously identified relation properties.
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This step remains part of future research, together with the evaluation and application of the inferred knowledge in an
FMEA for a new product variant. The anticipated enhancement is intended to be evaluated against predefined metrics,
whose clarification constitutes the final part of the overall framework. Initial considerations regarding such evaluation
metrics are discussed in Section 6.

5 Discussion

The proposed framework demonstrates the feasibility of integrating SysML models and safety-relevant knowledge into a
unified KG for FMEA support. The results indicate that this integration depends on the semantics and formal properties
of the relations represented in the SysML model, the failure log structure, and the integration relations between both
sources. This semantic preparation constitutes a prerequisite for the inference of relevant FMEA knowledge. The case
study illustrates the applicability of the proposed framework on a power transformer case. The integration of failure log
data with an RFLP-structured SysML model produced a unified KG in which recorded safety-relevant knowledge can be
connected to dependencies in the SysML model. The resulting KG provides the semantic and structural basis for inference,
while the definition, application, and evaluation of product-specific inference rules remain part of future work. In this
framework, failure causes, failure modes, and failure effects can be interpreted as role-dependent malfunctions rather than
as fundamentally separate object types. A malfunction is meaningful only in relation to an intended function, since it
represents a deviation from, or loss of, expected behaviour. Consequently, the same malfunction may appear as a cause,
mode, or effect depending on the selected system level and the scope of analysis, which is consistent with the view
presented by Younus et al. (2026). Compared with Husung et al. (2021), the present work shares the premise that MBSE
models should be used beyond documentation and can support FMEA by reusing functional and logical architecture.
Whereas Husung et al. (2021) primarily address which MBSE model elements and views are needed to support
development activities, this paper specifies how system model relations and safety-relevant knowledge can be integrated
into a KG and prepared for subsequent reasoning. The contribution is therefore complementary, as it operationalizes a
subset of the need-based MBSE vision for the specific problem of reusable, model-connected FMEA knowledge. Although
FMEA is the focus of this paper because of its reported limitations, the same KG-based principle may also be relevant for
other safety analysis methods.

6 Limitations, conclusion and next steps

In conclusion, the relevant knowledge sources have been identified and consolidated, the semantic basis of the relations
has been established, and a unified KG integrating failure log data with the SysML model has been created. These results
provide the foundation for the subsequent derivation of FMEA-relevant knowledge through explicit inference rules. The
proposed framework has several limitations that need to be addressed before broader application. First, the integration of
failure logs and SysML models depends strongly on terminological consistency, since component and function names
recorded in the failure logs must be aligned with the corresponding elements in the SysML model. Inconsistent naming,
different levels of abstraction, or implicit references may prevent reliable linking between both knowledge sources. This
issue might partially be addressed with synonym sets and corresponding "same-as" axioms. Second, the inclusion of
additional product variants and larger amounts of safety-relevant data can lead to rapid growth of the KG, which makes it
necessary to focus initially on a selected subsystem and validate the framework on a manageable scope. Third, graph-
based visualizations are useful for illustrating small excerpts of the integrated knowledge, as shown in Figure 4, but become
too crowded for larger model sections and therefore cannot serve as the main analysis interface. Finally, the framework
requires the scoping of the KG to a meaningful and manageable subset in order to determine the domain and product
specific inference rules. The next step concerns the definition of a suitable ruleset for deriving new knowledge from the
KG. Several existing approaches provide useful orientation for this task: Cao et al. (2019) combine previous failure logs
with rule-based reasoning in the context of predictive maintenance, while Steenwinckel et al. (2018) derive executable
reasoning rules from expert-constructed decision fault trees. She et al. (2026) show another possible direction by
developing ontology structures and reasoning rules in parallel. In addition, Zhang & Hu (2021) distinguish between
explicit ontological reasoning and graph neural network-based reasoning, suggesting that learned graph-based methods
may be suitable when the aim is to infer likely propagation paths in complex and data-rich systems. Future work should
therefore investigate which type of rule definition is most appropriate for FMEA support in the proposed framework. The
last step regards the evaluation part of the framework (Block 7. on Figure 1.) and the definition of suitable evaluation
metrics. While the KG based representation is expected to improve the reuse, retrieval, and traceability of safety-relevant
knowledge, its usefulness for FMEA support must be assessed systematically. This remains challenging because metrics
for evaluating the analysis process itself are not yet clearly established. Ebrahimipour et al. (2010), for example, refer to
the retrieval of relevant information used and produced during safety analyses, but do not define the measurement
procedure in sufficient detail. Bahr et al. (2025) provide a useful starting point by evaluating KG supported FMEA retrieval
through metrics such as correctness, usability, relevance, completeness, retrieval time, context recall, and context
precision. Future validation should emphasise the metrics related to the usability of the inference rules together with
completeness and relevance of retrieved failure knowledge. Graph-based approaches such as O’Halloran et al. (2017)
should also be considered when determining and evaluating metrics relevant for failure propagation paths.
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