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Abstract: Design Structure Matrix (DSM)-based organizational design tools typically optimize groupings using a single 

criterion: coordination cost. In practice, however, organizational design requires balancing multiple criteria, particularly 

when emerging artificial intelligence (AI) capabilities create opportunities for resource consolidation that are not 

captured by interaction patterns alone. In this paper, we map a people DSM with a task DSM through activity overlap 

scoring, using resource consolidation as an additional clustering criterion. We introduce a consolidation overreach 

penalty in the fitness function. Rather than a single run optimization, we propose a structured problem-solving approach 

combining algorithmic output with stakeholder input. The approach is tested on a 159-person pharmaceutical Medical 

Affairs organization facing a concrete design question: whether to consolidate AI-augmentable work, fragmented across 

five functions, into a shared AI Center of Excellence. The results show a new and distinct clustering, reflecting both 

coordination and resource consolidation criteria. 

Keywords: Design Structure Matrix (DSM), organization design, Minimum Description Length (MDL), resource 

consolidation, genetic algorithm 

1 Introduction 

The Design Structure Matrix (DSM) is an effective tool for analyzing and improving organizational structures by 

identifying optimal groupings of interdependent roles and teams. The Minimum Description Length (MDL) clustering 

algorithm (Yu et al., 2007), implemented via a genetic algorithm, provides an information-theoretic basis for automating 

cluster identification in DSMs. This approach has been successfully applied to organizational design problems (Worren et 

al., 2020), where it identifies groupings that minimize coordination costs across unit boundaries. However, the standard 

MDL formulation optimizes for a single criterion of minimizing coordination cost, treating interaction frequency and 

intensity as the sole basis for clustering decisions. 

In practice, organizational design decisions rarely rely on coordination considerations alone. Organization designers must 

simultaneously account for multiple criteria such as resource consolidation to achieve synergy effects and improved 

resource utilization. These criteria may suggest groupings that differ significantly from those derived from interaction 

patterns. This limitation is particularly acute in the context of emerging AI capabilities in knowledge-intensive 

organizations. For example, a pharmaceutical firm may seek to scale AI-augmented work related to document review, data 

extraction, and clinical reporting. A key question is then whether each sub-unit should independently build its own AI 

capability, or should these capabilities be pooled into a shared service such as an AI Center of Excellence (CoE)? The 

consolidation potential in such cases stems from shared capability needs and economies of scale and scope, not from 

existing interaction patterns, and is therefore invisible to a coordination-only approach. This challenge connects to a 

broader literature on shared services design (Bondarouk, 2014; Ulrich, 1995) and how to build human-centric 

organizations in the age of artificial intelligence (Puranam, 2024), as well as the corresponding role of tools for 

organization design (see e.g., Gulati et al., 2026). 

Recent work by Solberg et al. (2025) addressed this limitation by extending the MDL fitness function to include a third 

mismatch type, i.e., Type III mismatches, which penalizes the failure to group resources that would benefit from 

consolidation. This extension introduces a tunable parameter γ alongside the existing α (within-cluster cohesion) and β 

(between-cluster separation) parameters, enabling designers to balance coordination optimization against resource 

consolidation. However, the authors validated the approach exclusively on synthetic data, and explicitly called for 

empirical testing on real organizational datasets. 

This study responds to that call. We make three contributions. First, we propose a structured problem-solving approach 

that combines the extended MDL algorithm with stakeholder input and domain expertise, positioning the optimizer as a 

decision-support tool rather than a one-off optimization exercise. Second, we further extend the fitness function by 

introducing a fourth parameter, δ, a consolidation overreach penalty, which is a practical concern in organizational design 

not addressed by the original formulation. Third, we provide a novel empirical application of the extended MDL algorithm 

on a real organizational dataset: a 159-person Medical Affairs unit of a global pharmaceutical company, using an AI CoE 

consolidation scenario involving 35 full-time equivalents (FTEs) of AI-augmentable work fragmented across five 

functional areas. Our approach constructs a consolidation potential DSM by mapping a task DSM onto the people DSM 

through activity overlap scoring with tunable threshold parameters including a sensitivity analysis, providing a general 
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and replicable method for translating consolidation hypotheses into algorithm inputs. The results show a distinct clustering 

when considering multiple criteria compared to when only optimizing on coordination costs. Corresponding data sets and 

Python code with output results are available as part of the supplementary material (link to OSF-repository). 

2 Theory and Existing Methods 

This section reviews existing methods for DSM-based organizational design, with a particular focus on clustering 

approaches. First, we discuss multi-domain modeling, highlighting the limitations of single-domain analyses and the need 

to capture more complex system interactions. Then, we revisit the Minimum Description Length (MDL) clustering 

algorithm and its information-theoretic basis, emphasizing its effectiveness in minimizing coordination costs through 

interdependency-based grouping, while also identifying its limitations as a single-criterion approach. Building on this, we 

introduce recent extensions that incorporate additional design criteria, specifically resource consolidation, through 

modifications to the MDL fitness function.  

2.1 Mapping of DSM Domains 

Basic DSM modeling and analysis usually use a single criterion to link the DSM elements to each other. For example, one 

can use information dependency or coordination requirements as a criterion. Multiple criteria can also be used in the same 

DSM type, which is referred to as a domain, e.g., a task domain versus organization domain. Multiple domain DSMs 

involve relating one DSM type or domain to another type or domain, resulting in a third DSM that includes elements from 

both domains.  

Organizational analysis using team (or people) DSMs has been described in the literature on product development teams 

(McCord and Eppinger, 1993). Team-based DSM models quantify important relationships between roles and units in 

organizations and are also used to identify team groupings (or clusters) that optimize coordination costs. A team-based 

DSM is constructed by identifying the actual communication flows between people holding different roles and 

representing them in the matrix. The communication flows may further be characterized by frequency (daily vs. weekly), 

medium used (face-to-face, email), timing (early, late), and so on. The matrix can be manipulated to obtain clusters of 

highly interacting teams and individuals while attempting to minimize coordination costs (i.e., inter-team interactions). 

Streamlining inter-team interactions or optimizing the work processes independently can be useful, but their impact is 

limited as these models are confined to a single domain (e.g., people, product, or process). Multi-domain modeling and 

analysis (also referred to as enterprise management models) is necessary to fully understand and capture the complexity 

of the organization (Danilovic and Browning, 2007; Yassine et al., 2003). Research efforts in this area are divided into 

two main streams. First, there is research relating one domain to another by simply investigating and analyzing the effects 

of one domain on the behavior and properties of another domain. The other stream of research, which is less common, is 

focused on optimizing several types of domains concurrently (e.g., Yassine et al., 2013). The main objective of this stream 

is to find a global optimal solution for the overall problem. In this study, we adopt both streams. We use the first stream 

to build a new DSM by relating the task domain to the people domain via the overlap of activities. Then, we use the second 

stream to concurrently optimize for both coordination cost and resource consolidation. Importantly, as opposed to the 

traditional focus on capturing actual interaction patterns, using resource consolidation as a second criterion enables 

considerations of required or desired state of such patterns.  

2.2 The MDL Clustering Algorithm and Its Single-criterion Limitation 

The Minimum Description Length (MDL) method used for DSM clustering, as described in Yu et al. (2007), provides an 

information-theoretic approach for identifying modular structures in complex systems. It works by minimizing the 

description cost of a Design Structure Matrix (DSM)—that is, the cost of describing the DSM as a set of perfect clusters 

along with any exceptions (deviations from perfection). This effectively clusters interdependent elements to reduce 

coordination complexity. While this approach focuses on interdependencies and results in well-clustered architectures, it 

is insufficient when resource consolidation opportunities exist independently of observed interaction patterns. In such 

cases, elements that are not strongly connected in the DSM may still yield significant value if grouped together, for 

example through improved resource utilization or economies of scope (Solberg et al., 2025). Because the traditional MDL 

formulation does not account for these latent, value-driven relationships, it may overlook or penalize beneficial 

consolidation decisions, highlighting the need to extend the framework to incorporate additional criteria beyond 

coordination cost alone. 

2.3 The Extended Fitness Function 

Solberg et al. (2025) propose an extension to the MDL-based DSM clustering method by incorporating resource utilization 

as an additional design criterion alongside coordination costs. They develop a modified MDL fitness function that 

introduces a new term and parameter to capture resource consolidation potential, enabling the identification of groupings 

that improve efficiency through shared resources, even when such groupings are not supported by interaction patterns 

https://osf.io/29rvy/overview?view_only=dad48a80a73a412c86232e342a7030ab
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alone. Implemented using a genetic algorithm, the approach allows decision-makers to balance competing objectives—

coordination and utilization—through three different types of mismatches and tunable parameters. 

In the extended MDL framework, mismatches represent discrepancies between the actual system interactions captured in 

the DSM and the proposed modular clustering, and they are categorized into three types. Type I mismatches occur when 

the model assumes interactions within a cluster that do not exist in reality, leading to over-clustering and artificially 

grouping unrelated elements. Type II mismatches arise when real interactions between elements are not captured within 

the same cluster, resulting in under-clustering and increased coordination costs across module boundaries. Type III 

mismatches, introduced in the extended framework, occur when elements that should be grouped together for resource 

consolidation are placed in separate clusters, thereby missing opportunities for improved utilization, economies of scale, 

or shared expertise. While Type I and Type II mismatches are based on observed interdependencies and reflect 

coordination-related inefficiencies, Type III mismatches capture latent, value-driven opportunities, enabling a more 

comprehensive evaluation that balances coordination costs with resource efficiency.  

3 Proposed Approach, Empirical Context and Data 

In this section, we present our proposed approach and empirical dataset, emphasizing that our contribution is not a one-

off optimization method, but a structured problem-solving process that integrates algorithmic support with human 

judgment. Rather than taking the extended MDL model at face value, we position it as a tool to inform and guide 

organizational design through iterative stakeholder engagement, discussion, and refinement, accommodating the complex 

nature of such organization design problems. 

3.1 The Case Organization 

The case organization is the subsidiary of a global pharmaceutical company headquartered in Asia with operations in more 

than 70 countries. Figure 1 shows the pharmaceutical value chain of the company. The specific unit under study is the 

company’s home-country Medical Office, responsible for medical-scientific engagement, clinical evidence generation, 

post-marketing surveillance, and stakeholder communication across multiple therapeutic areas including oncology, rare 

diseases, gastroenterology, neurology, and vaccines. The unit employs approximately 142 staff and 17 external consultants 

organized across six major functional areas. For further details about the case, see the case description in the supplementary 

material. 

 

Figure 1. Case organization value chain — From product development through Medical Affairs office to Commercialization 

A central design question discussed by management was the optimal balance between human intelligence (HI) and AI-

enabled support across medical affairs work. A workshop with key managers explicitly explored challenges related to 

work processes such as “Scientific knowledge synthesis and signal detection”, “Insight capture, structuring, and reuse”, 

and “Preparation and follow-up of scientific interactions." The purpose was to identify work that is primarily judgment-

based (human-led) versus repeatable or analytical (potentially AI-supported) yet scalable without proportional headcount 

increases. In this study, we narrow in on this challenge to demonstrate how our approach can be used in the organization 

design process to propose and compare alternative design options. 

3.2 Survey Instrument and Data Structure 
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We used an online survey administered via the Reconfig platform (Reconfig, 2026) to collect information regarding the 

current interaction patterns. The survey collected data on employees' roles, time allocation, activities, and internal 

collaboration to analyze and improve the current organizational model. The first section of the survey was a page with 

background information and a consent form. The subsequent section asked respondents to indicate the key activities that 

they were involved in (e.g., Finance, Accounting, Accounts Receivable, IT, Product Development, etc.) and allocate their 

time across them (summing to 100%). Next, users identified their most important collaboration partners from a searchable 

list of colleagues. For each selected person, follow-up questions were asked to assess the working relationship: direction 

of dependencies, activities related to the dependencies, expected duration of the working relationship, interaction 

frequency and length, and importance of the relationship to achieve role goals for the employees involved. 

3.3 Identifying the AI Center of Excellence Consolidation Group 

Effectively utilizing AI requires shared infrastructure, governance, and validation workflows that are poorly served by 

local, unit-by-unit adoption of AI (see e.g., Kim et al., 2024). For this reason, the managers would consider an AI CoE as 

a potential organizational option in the workshop that was held. Note that the potential for such a consolidated unit or 

center stems from the need to combine similar resources and not from the current interdependencies between roles. To 

identify the consolidation potential and the feasibility of establishing an AI CoE, we first selected a candidate set of 

activities suitable for such a center. In our case, a two-part test was applied to each activity: (1) Does it involve processing 

large volumes of information or documents? (2) Is the output a structured artefact (e.g., a report, a publication, a database, 

a disclosure) rather than a relationship or a decision?  

Seven activity types (35.43 FTEs in total) entered the analysis: scientific-information collection and insight reporting (ME; 

10.94), materials review and management (MSIC; 10.05), study planning and management (MRE; 4.55), publication and 

conference strategy (MRE; 2.92), re-examination results management (PMS; 4.91), post-marketing study disclosure 

(PMS; 1.41), and data and digital project promotion (SME; 0.65). 

3.4 Construction of the Two DSMs 

3.4.1 Process for Establishing the Interaction DSM (DSM1) 

The interaction DSM (DSM1) was established based on the collected survey data. The resulting interaction matrix was 

exported from Reconfig based on an anonymized version of the survey responses. The individual-level data were then 

aggregated to the unit level by computing the average interaction strength across each unit interface. To focus on 

meaningful relationships, the DSM was filtered to remove entries with a score of 1, corresponding to only one interaction 

per month. Finally, the remaining scores were converted to binary values to reduce the complexity of result interpretation. 

3.4.2 Process for Establishing the Consolidation Potential DSM (DSM2) 

An important premise for our case is that an AI CoE would provide shared infrastructure for work that is high-volume, 

knowledge-intensive, and involves processing or producing structured information at scale — the category of work where 

AI tools (literature synthesis, document review, data extraction, drafting) offer the clearest productivity gains without 

replacing the underlying human judgment. As such, the process for establishing the consolidation potential DSM was as 

follows: After first mapping out the seven candidate activities (see section 3.3), we inferred employee-level activity 

participation in these candidate activities based on activity overlap. The matrix export dataset from Reconfig (see the 

supplementary material, sheet “Matrix cells” in Communication_matrix_Relationship_work_effort_-

Frequency_Avg.xlsx) contains detailed information captured by the survey regarding who is collaborating with whom 

(employee-to-employee dyads). As a simplification, if any of the seven AI CoE candidate activities appeared in an 

employee's reported employee dyad in the dataset, that employee was flagged as participating. This participation was 

assumed to exist based on the collaboration context, not from the direct time allocation that participants did in the survey. 

The third step was to aggregate the data to the sub-unit level to capture which sub-units participate in the candidate 

activities. A sub-unit was marked as participating in an activity if at least one of its employees participated (binary 

presence). The FTEs per sub-unit were set as function-level FTEs divided equally across active sub-units within that 

function. 

The fourth step involved computing pairwise overlap scores and combined FTE overlap. First, for every pair of sub-units, 

we established the overlap count, which represents the number of AI-candidate activities in which both sub-units have at 

least one participating employee. Activities where only one sub-unit is present contribute nothing. Then the combined 

FTE overlap, which sums each sub-unit's proportional FTE share across those shared activities only, captures the volume 

of work that is simultaneously present in both units, not each unit's total AI workload.  

In the fifth and final step, the consolidation potential DSM is binarized on the following threshold rule, using two 

parameters to denote thresholds as a basis for sensitivity analysis. The first parameter, 𝜃𝑆𝐴,  denotes the threshold for 
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minimum number of shared candidate activities between two units. The second parameter, 𝜃𝐹𝑇𝐸, denotes the minimum 

meaningful shared workload between two units. A cell is marked “1” (consolidation potential) if either condition is met: 

𝑐(𝑖, 𝑗) = 𝟏 𝑖𝑓 (𝑂𝑣𝑒𝑟𝑙𝑎𝑝𝐶𝑜𝑢𝑛𝑡(𝑖, 𝑗) ≥ 𝜃𝑆𝐴)   ∨   𝟏[(𝐶𝑜𝑚𝑏𝑖𝑛𝑒𝑑𝐹𝑇𝐸(𝑖, 𝑗) ≥  𝜃𝐹𝑇𝐸)] 𝑒𝑙𝑠𝑒 0  (1) 

The activity-overlap calculation is a domain-mapping matrix as described by Danilovic and Browning (2007). The 

binarization is a deliberate choice to preserve the information-theoretical structure of MDL. We performed a sensitivity 

analysis to select meaningful values for the two parameters. In our case 𝜃𝑆𝐴 was set to 4 and 𝜃𝐹𝑇𝐸 was set to 2, as it 

represented a natural “cliff” in the data. With these threshold values, of 435 possible pairs, 69 unique pairs are marked as 

candidates for consolidation in the consolidation potential DSM. The resulting binary consolidation potential DSM can be 

seen as blue marks in the DSMs shown in Figure 3. For additional detailed information see the supplementary materials 

excel file in the consolidation_potential_DSM_scenario1*.xlsx, data set exports and corresponding Python code. 

3.5 Modified MDL Fitness Function and Optimization 

In addition to the previously defined coordination terms (the α, β and γ parameters; see Solberg et al., 2025), we incorporate 

the parameter δ, defined as follows: 

δ: The weighting parameter that penalizes Type IV mismatches— sub-unit pairs grouped within the same cluster despite 

having no resource consolidation potential ( alse positives  ithin clusters). A higher δ (relative to the other parameters)  

means the organization designer prioritizes keeping apart elements that have no resource consolidation potential, 

preventing consolidation overreach. 

Figure 2 shows the practical implications and structure of adding the δ parameter. The four penalty terms form a symmetric 

design space: the coordination pair (S1, S2) and the consolidation pair (S3, S4) each combine a between-cluster penalty, 

incurred when pairs that belong together are separated, with a within-cluster penalty, incurred when pairs are grouped 

without justification. The weights thus act as explicit levers for the organization designer, while the MDL term anchors 

the search toward simple, interpretable structures.  

 

Figure 2. The extended fitness function: two design objectives — coordination (α, β) and consolidation (γ, δ) — each with a between- 

and a within-cluster penalty, anchored by the MDL structural complexity term. 

Together, S3 and S4 form a complementary pair on the consolidation axis: S3 captures omission errors on the consolidation 

axis (consolidation potential that the clustering misses by separating related units), while S4 captures commission errors 

(consolidation overreach i.e., units grouped together despite no consolidation potential). This mirrors the coordination 

axis, where S1 and S2 capture the same two error directions for interaction patterns. The four sub-scores thus encode two 

orthogonal design objectives, each with a pull-together and a push-apart component. 
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The δ parameter is incorporated as an extension in the fitness function described in Solberg et al. (2025) as shown in 

Equation 2, extension in red. 

 

 

 

 

(2) 

The rationale for penalizing consolidation overreach is grounded in the organizational literature on the limits of 

consolidation benefits. Worren and Pope (2024) argue that the classic principle of grouping by interdependency specifies 

only when units should be combined, not when combination should be avoided, and revise it to include the avoidance of 

functional conflict. The δ penalty operationalizes this caution inside the clustering objective: it discourages grouping roles 

or units that share no underlying activity basis, even when aggregate consolidation pressure would otherwise favor a larger 

cluster. Empirical work on shared services implementations and centralization has repeatedly shown that an overreach in 

pooling of resources may lead to negative outcomes such as reduction in overall efficiency (McQuestin and Drew, 2019), 

eroding local responsiveness (Clark and Huckman, 2012), and creating governance friction (Carrigan, 2018) that 

outweighs the intended economies of scope.  

3.6 GA Implementation 

The optimization is implemented as a genetic algorithm (GA) using the Distributed Evolutionary Algorithms in Python 

(DEAP) framework (Fortin et al., 2012). Each individual in the population is represented as a vector of integer cluster 

assignments of length N, where N is the number of organizational sub-units in the DSM. Each gene takes a value of {0, 1, 

…,  max – 1}, where Kmax is the maximum number of clusters permitted. The number of non-empty clusters in any given 

individual may therefore be less than or equal to Kmax, allowing the algorithm to discover the appropriate number of 

clusters endogenously. The GA uses tournament selection with a tournament size of 7 to select parents. Offspring are 

produced via a two-point crossover (probability 0.7) and uniform integer mutation, where each gene has a 5% probability 

of being replaced by a random cluster index (mutation probability 0.1). These operator choices follow standard practice 

for integer-encoded GAs and maintain adequate population diversity while converging reliably. The default configuration 

uses a population of 150 individuals evolved over 600 generations. An elitist strategy is implemented via a Hall of Fame 

that preserves the best individual encountered across all generations. Fitness statistics (mean, minimum, maximum) are 

recorded each generation to enable convergence analysis. The GA was run with tuned weights (α = 0.019, β = 0.103, γ = 

0.046, δ = 0.221), binary preprocessing with a frequency threshold of 2, bidirectional consolidation mode, and a target of 

10 clusters. The tuned weights allocate roughly 61% of the fitness to the MDL description term, with the remainder 

distributed across the four error types–notably with δ (within-cluster consolidation gap) receiving the largest share, 

reflecting the importance of ensuring that grouped units can benefit from resource sharing.  

4 Results and Discussion 

This section first presents the optimization results, as well as robustness and sensitivity checks. We then discuss the results 

in terms of key structural changes, comparing the original organizational structure with the grouping proposed by the 

genetic algorithm.  

4.1 Optimization Results 

The Medical Affairs office comprises 30 sub-units organized into six functional areas. The baseline DSM (Figure 3, left 

panel) reveals a moderately connected organization: roughly half of all sub-unit pairs report some collaboration. The 

existing structure groups units primarily by professional function–Medical Evaluation, Regulatory Affairs, Medical 

Communications, Clinical Research, Operations/Strategy, and a cross-functional Medical Excellence group. While this 

structure captures many within-function interactions, it does not account for shared AI-augmentable work that spans 

functional boundaries. The blue cells in the DSM mark consolidation potential–sub-unit pairs that share AI-candidate 

activities–and many of these fall outside cluster boundaries in the original grouping. 
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Figure 3. DSM comparison (a) Original grouping before optimization (left) and (b) Optimized grouping after optimization (right) 

The original DSM is well structured for effective communication, while the DSM from the optimization improves on the 

consolidation dimension at a small cost in coordination efficiency. We also estimated key statistics related to clustering 

and fitness components, as well as various rates of marks within clusters before and after optimization, as well as cluster 

density and noise, as shown in Tables 1 and 2.  

Table 1. Fitness function components before and after optimization 

Fitness component Weight Original Δ After 

(1 − α − β − γ − δ) - Model 

Description 

61.2% 108.0 0.0 108.0 (44%) 

α - Interaction between (S₁) 1.9% 40.7 +3.4 44.0 (18%) 

β - Interaction gap (S₂) 10.3% 79.5 0.0 79.5 (32%) 

γ - Consolidation between (S₃) 4.6% 24.0 +0.5 24.5 (10%) 

δ - Consolidation overreach (S₄) 22.1% 129.0 −17.5 111.5 (45%) 

Table 2. Optimization statistics showing change (Δ) in various rates for within clusters and cluster density  

Rate Original Δ After 

Interaction marks within clusters 25.0% −6.3 18.8% 

Consolidation marks within clusters 23.2% −1.4 21.7% 

Marks with both interaction and consolidation within clusters 28.2% 0.0 28.2% 

Within-cluster pairs with interaction marks (cluster density) 48.0% −7.1 40.9% 

Within-cluster pairs with consolidation potential (cluster density) 21.3% +1.4 22.7% 

Within-cluster pairs that are empty (noise) 46.7% +7.9 54.5% 

The optimization showed an improvement in consolidation at the cost of communication efficiency. The tradeoff is shown 

to be proportional, and adjustments in weights have been shown to adjust this tradeoff to meet the designers' preferences. 

The fitness is improved by 35.1%.  

4.2 Sensitivity and Robustness 

Three complementary analyses detailed in the supplementary material assess the stability of these results. A robustness 

analysis (100 independent GA runs with identical settings) confirmed that the algorithm converges reliably: fitness values 

show low variance and the mean pairwise Adjusted Rand Index (ARI) is close to 1.0, indicating that different runs produce 

structurally similar groupings rather than arbitrary alternatives. A functional ANOVA (fANOVA) importance analysis 

using the Optuna framework (Akiba et al., 2019) revealed a clear hierarchy of which weight parameters most influence 

the fitness outcome. The most influential factor by a wide margin is the overall balance between the MDL base term and 

the four mismatch sub-scores (mean importance 0.66 ± 0.21), which governs how strongly the optimizer is instructed to 

(a) Original grouping (baseline) (b) Optimized grouping (GA Result)
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actively correct the clustering beyond what the data structure alone would suggest. The second most influential factor 

(0.17) is the balance within the coordination pair (S₁ vs S₂), while the coordination–consolidation balance is a modest 

factor (0.11) and the balance within the consolidation pair is near-negligible (0.06). Because fANOVA importances 

computed from a single stochastic study are not reproducible, these values are the mean over 12 independent seeded studies 

(± the run-to-run standard deviation). 

A complementary weight sensitivity sweep varied each parameter individually around the tuned operating point. As shown 

in Figure 4, locally, α (cross-boundary interactions) produced the steepest fitness response, while γ and δ produced 

comparatively flat curves despite δ carrying the largest tuned weight. This does not mean consolidation is unimportant: 

the flat δ response indicates the recommended clustering already sits well inside the consolidation-feasible region, so 

additional penalty pressure does not change the grouping. δ behaves as a binding constraint that the optimization has driven 

to slack. Within the neighborhood of the tuned weights, the active design lever is therefore α. Together with the fANO A 

results, which identify the MDL base term and the coordination balance as the main drivers of fitness, the sweep suggests 

that consolidation shapes the region of solutions the optimizer settles into, while coordination shapes the specific clustering 

within that region. 

 

Figure 4. Weight sensitivity sweep for the α, β, γ and δ fitness function parameters 

4.3 Key Structural Changes 

Three structural changes stand out. First, the Medical Excellence Office and Medical Excellence Team, which are both 

heavily involved in AI-candidate activities, move from a cross-functional excellence cluster into a new combined group 

with Medical Evaluation and Regulatory Affairs. This is the central consolidation move: these eight units (G0 in Figure 3 

(b)) share the highest concentration of AI-augmentable work and now form a single cluster where resource pooling can be 

realized without fragmenting their existing collaboration ties. Second, the original nine-unit Operations and Strategy 

cluster is split into two smaller, more cohesive groups. The Strategic Management offices and teams separate into a four-

unit cluster, while Operational Effectiveness, Operational Excellence, and Post-Marketing Study form a five-unit cluster 

with two Strategic Management sub-units. This fragmentation reflects the algorithm’s response to the β and δ penalties: 

the original mega-cluster grouped units that neither interact intensively nor share consolidation potential, inflating both 

the within-cluster interaction gap (S2) and the within-cluster consolidation gap (S4). Third, Medical Governance Office 

moves from the excellence cluster into the Medical Communications group, joining units with which it shares information-

management workflows. Meanwhile, the remaining excellence-cluster units (Medical Governance Unit, Medical 

Innovation Group, New Product Value Planning, and Strategic Medical Excellence) form a compact four-unit cluster 

focused on governance and innovation.  

4.4 Discussion 

The potential establishment of an AI CoE was the framing question. The algorithm did regroup the AI-intensive units as 

expected based on the similarities in activities. But it also split up the Operations and Strategy units previously grouped 

together. This was a suggestion that wasn't included in the original consolidation hypothesis and was not discussed in the 

management workshop described above. From a problem-solving and design perspective, this illustrates that the approach 

can be useful for identifying and considering design options. 
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The binding lever in the local neighborhood of the tuned weights is α, the cross-boundary interaction penalty: small 

changes in α produce the largest fitness movements. Practically, this means that the AI CoE consolidation pressure has 

been absorbed by a clustering that interaction patterns alone would also tend to favor, and the residual design tension is 

about coordination efficiency rather than capability pooling. In our case consolidation shapes where the optimizer can go; 

coordination and the MDL balance determine where it does go. Once the solution space has been set by consolidation, 

increasing those weights does not materially change the solution. 

Empirically, the multi-criteria optimization improved the fitness score by 35.1% over the baseline organization and 

produced three substantive structural moves: the AI-intensive Medical Excellence units regrouped with Medical 

Evaluation and Regulatory Affairs, the over-broad Operations and Strategy cluster split into two more cohesive groups, 

and Medical Governance Office relocated to the Medical Communications cluster. Robustness checks across 100 GA runs 

(ARI ≈ 1.0) confirm that these are stable recommendations rather than artefacts of stochastic search, and the fANOVA 

and weight-sensitivity analyses identify the balance between the MDL base term and the error-correction budget as the 

dominant driver of the solution, with the coordination pair (S₁ vs S₂) the most influential of the four mismatch weights. 

The case also illustrates that algorithmic recommendations are most valuable when interpreted in context: several moves 

only become organizationally meaningful once the underlying activity overlaps and FTE flows are surfaced and interpreted 

qualitatively for practical implications. 

The proposed approach can also support scenario formulation and comparison under “soft” constraints. Political, cultural, 

and regulatory considerations may resist direct encoding in a DSM, but they can enter at the solution-evaluation stage: the 

structurally distinct clusterings produced by the optimizer can be treated as grounds for formulating design alternatives 

which can then be compared using a multi-criteria decision method such as the Analytic Hierarchy Process (Saaty, 1990). 

Using such a method, stakeholders can derive priority weights across cost, benefits opportunities and risks involving 

quantitative criteria and soft constraints through structured pairwise comparison. Such scenarios may include sequencing 

the various organizational moves suggested by the optimizer. 

The concept of consolidation seems to break with a key assumption in DSM clustering, namely that the interdependencies 

themselves stay the same before and after clustering. In consolidation, the criticality of interdependencies is supposed to 

be reduced (due to standardization of activities) as a result of regrouping (consolidation). While we do not account for this 

directly in our current approach, our test is conservative, because we use the “full” coordination load mapped in the survey, 

instead of the “reduced” coordination load that would result from standardizing the activities.  

5 Summary and Conclusion 

This study has presented the first empirical application of the multi-criteria MDL clustering approach on a real 

organization, extending the methodology of Solberg et al. (2025) along three lines. First, we introduced a fourth fitness 

term governed by a new parameter δ that penalizes within-cluster consolidation overreach, i.e., sub-unit pairs grouped 

together despite sharing no underlying consolidation rationale. Together with γ, δ completes a commission-omission pair 

on the consolidation axis that mirrors the existing α–β pair on the coordination axis, giving the designer two orthogonal 

pull-together / push-apart objectives rather than a single coordination signal. Second, we positioned the extended MDL 

optimizer within a structured problem-solving process that uses algorithmic output to inform iterative dialogue with 

managers and domain experts, rather than as a one-shot generator of organizational designs. Third, we applied the approach 

to the 159-person Medical Affairs unit of a global pharmaceutical company, using the establishment of an AI Center of 

Excellence as a concrete consolidation question. 

While this paper focuses on work-process interdependence and resource consolidation, the proposed approach is general: 

it accommodates any set of design criteria that can be expressed quantitatively, and the threshold rules used to construct 

the unified DSM can be varied beyond what is demonstrated here. We acknowledge three limitations that delimit the 

contribution: the dataset captures a single point in time, activity participation is inferred from collaboration context rather 

than directly measured, and consolidation potential is encoded as a binary signal. Each is a deliberate simplification suited 

to a first empirical demonstration. The activity-overlap construction is one of several possible operationalizations of 

consolidation potential, and its selection reflects deliberate trade-offs. Direct time-allocation data, which our survey 

captures at the relationship level, measures each unit's workload volume but does not by itself identify the shared activity 

structure between unit pairs.  

We see several avenues for future research. First, one could empirically examine how the establishment of a shared AI 

CoE unit alters both the interaction structure and resource utilization patterns over time. Administering the same 

collaboration survey before and after CoE implementation would allow direct measurement of whether the new AI CoE 

unit affects interaction patterns in the organization. Comparing the post-implementation interaction DSM against γ = δ = 

0 and γ, δ > 0 clustering recommendations would provide the first empirical test of whether MDL-optimized consolidation 

recommendations translate into coordination improvements in practice. Collection of FTE allocation data at both time 

points would additionally allow assessment of whether the consolidation group activities show reduced duplication and 
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improved resource utilization following restructuring. One can also imagine validating a metric that would allow for a 

reduction in the coordination load due to expected standardization that will be implemented in a consolidated unit. Second, 

the suggested organization designs could be compared to actual human designs e.g., using an experimental setup. Third, 

information regarding activities can be assessed on the relational and unit level to study potential grouping differences 

compared to grouping on an aggregated level as we do in this study. Fourth, we can challenge our study's assumption 

regarding task similarity and the potential for synergy and economies of scope. Strategic management scholars have in a 

long-standing stream of literature on “relatedness” and “corporate diversification” demonstrated important boundary 

conditions, pointing towards more precise criteria (see e.g., Sakhartov and Folta, 2015). Fifth, while we have demonstrated 

how to balance two criteria, there is an open question regarding scalability and the number of criteria the approach can 

support before reaching a point of combinatorial explosion. Finally, a limitation of this work is that the recommended 

reorganization has not yet been presented to the organization's management for evaluation or implementation. A follow-

up workshop could be conducted with the management team of the case organization to validate our results. Assessing 

how the proposed structure is received, which changes are adopted, and what organizational barriers arise is left to future 

research and is a natural next step toward outcome validation. 
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